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1 Introduction: Why Monte Carlo?

Many real-world applications of probability theory concern distributions that are defined only up
to a normalizing constant. A prime example is the posterior distribution given by Bayes
Theorem:

P (θ|x) =
P (x|θ)P (θ)

P (x)
=

P (x|θ)P (θ)
∫

P (x|θ)P (θ)dθ
(1)

The term P (x) in the denominator is usually a complicated multidimensional integral that cannot be
evaluated in closed form. Even worse, high dimensionality often causes trouble for many numerical
integration techniques, so there are times that this integral cannot even be evaluated numerically.
Thus, for all practical purposes the only information we have about the posterior is that

P (θ|x) ∝ P (x|θ)P (θ) (2)

A similar problem confronts the canonical ensemble of statistical physics:

P (ψ = ψi) =
e−Ei/T

Z
=

e−Ei/T

∑

i e
−Ei/T

(3)

In this case, the normalization constant Z is often a prohibitively large (or infinite) sum which lacks
a closed form solution. We would also like to calculate expectation values over this distribution:

Ef =
∑

i

f(ψi)
e−Ei/T

Z
=

∑

i f(ψi)e
−Ei/T

∑

i e
−Ei/T

(4)

If Z is hard to calculate, these expectation values can be even harder.
Fortunately, a simple Markov chain application yields an extremely versatile method for solving

these problems numerically by simulating draws from the desired distribution. We will focus pri-
marily on probability distributions with a finite domain, although the generalization to countable
and uncountable infinities is fairly straightforward. Note that this restriction is not as artificial as
it first appears. Even relatively simple combinatorial problems contain domains that, while still
finite, can be larger than 1080 (the number of electrons in the observable universe).

2 Sequences and Markov Chains

Consider a sequence of random variables X0,X1,X2, . . . on a finite set E (also known as the state
space). One can view this sequence as the time evolution of some quantity X at discrete time

1



steps. Introductory probability often deals with sequences that are independent and identically
distributed (iid). Intuitively, this means that knowledge of the past and present values of X have
no influence on the distribution of X in the future. Mathematically, we say that a sequence is iid if

(i) P (Xn+1 = j|Xn = i,Xn−1 = in−1, . . . ,X0 = i0) = P (Xn+1 = j) (Independence Property)

(ii) P (Xn+1 = j) = P (X0 = j) = π(j) (Homogeneity)

Sequences of this sort are useful for representing things like successive coin flips and die rolls. One
of the nice features of iid sequences is that they can be used to estimate the expectation of Xi:

Theorem 2.1 (Law of Large Numbers). Let X0,X1,X2, . . . be an iid sequence of random variables
with mean EXi = µ. Then

lim
n→∞

1

n

n−1
∑

k=0

Xk = µ (5)

In other words, for large enough samples, we can use the sample mean 1
n

∑

k Xk as an estimate
of the actual mean µ.

We would like to generalize this sampling idea to sequences that allow for some sort of time
dependence between the variables. Perhaps the simplest generalization is that of a Markov chain:

Definition 2.1 (Homogeneous Markov Chain). A homogeneous Markov chain (HMC) is a
sequence of random variables X0,X1,X2, . . . such that

(i) P (Xn+1 = j|Xn = i,Xn−1 = in−1, . . . ,X0 = i0) = P (Xn+1 = j|Xn = i) (Markov property)

(ii) P (Xn+1 = j|Xn = i) = P (X1 = j|X0 = i) = p(i, j) (Homogeneity)

The conditional probabilities p(i, j) are called the transition probabilities.

In other words, given the value of X in the present, knowledge of the past yields no more
information about the value of X in the future. A good example of an HMC is the total number of
heads in a sequence of coin flips. Since individual coin flips are independent, the total number of
heads either increases by one with probability 1/2 or stays the same with probability 1/2 on each
flip. Given that there are Xn heads at time n, information from the past is irrelevant for predicting
the number of heads at time n+ 1.

Calculating with Markov Chains

If v0(x) = P (X0 = x) is an initial probability distribution for a chain at time n = 0, then the
probability distribution at time n = 1 is given by

v1(y) = P (X1 = y) =
∑

x

P (X1 = y|X0 = x)P (X0 = x) =
∑

x

p(x, y)v0(x) (6)

and the probability distribution at time n = 2 is

v2(z) =
∑

y

p(y, z)
∑

x

p(x, y)v0(x) =
∑

x

p2(x, z)v0(x) (7)

where we have defined the two-step transition probability

p2(x, z) =
∑

y

p(x, y)p(y, z) (8)
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This process yields a formula for the probability distribution at any time n:

vn(y) =
∑

x

pn(x, y)v0(x) =
∑

x

∑

z1,...,zn−1

p(x, z1)p(z1, z2) · · · p(zn−1, y)v0(x) (9)

These formulas bear a striking resemblance to the formulas for matrix multiplication, so we
sometimes speak of a transition matrix P whose elements are defined by

(P)ij = p(i, j) (10)

This allows us to rewrite Eq. (9) in a much more compact form:

vT
n = vT

0 Pn (11)

Linear algebra is often concerned with the eigenvectors of a matrix – those vectors which are
unchanged (except for a scalar multiple) after being multiplied by the matrix. In the spirit of this
analogy, we define the concept of a stationary distribution:

Definition 2.2 (Stationary Distribution). Let Xn be an HMC with transition matrix P and let π
be a probability distribution over the state space. Then π is a stationary distribution if

πT = πTP (12)

We are now ready to state the Markov chain equivalent of the Law of Large Numbers.

Theorem 2.2 (Convergence Theorem). Let Xn be an irreducible, aperiodic1 HMC over a finite
state space E. Then there exists a unique stationary distribution π such that

lim
n→∞

pn(x, y) = π(y) (13)

In this case, π is called the limiting distribution of Xn. Furthermore, if f : E → R satisfies
E|f | <∞ then

lim
n→∞

1

n

n−1
∑

k=0

f(Xk) = Ef (14)

Corollary. Let Nn(x) =
∑n−1

k=0 1Xk=x where

1Xk=x =

{

1 : if Xk = x

0 : else
(15)

In other words, Nn(x) is the number of visits to x up to time n. Then by Theorem 2.2 we have

lim
n→∞

Nn(x)

n
= π(x) (16)

1These are two rather technical conditions to ensure that Theorem 2.2 holds. Irreducibility basically means that
it is possible to move between any two states in some finite number of steps. Aperiodicity is a bit harder, but if
irreducibility is already satisfied the chain is aperiodic if there is some state for which p(i, i) > 0.
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3 The MCMC Algorithm

If we can construct an irreducible, aperiodic, finite HMC with stationary distribution π, Theorem
2.2 guarantees that we can use the trajectory of our Markov chain to simulate or calculate averages
over π. This is the essence of the Markov Chain Monte Carlo (MCMC) algorithm.

Our only remaining task is to find an HMC with the desired limiting distribution. As it stands,
this is a rather ill-posed problem, for there are an infinite number of chains corresponding to a
single limiting distribution. Thus, our strategy will be to impose several additional constraints on
our chain and then check to make sure it has the desired behavior. Our general goal will to be find
a chain that satisfies the detailed balance condition:

p(x, y)π(x) = p(y, x)π(y) (17)

This ensures that π is actually the limiting distribution.

Proof. By direct calculation we see that
∑

x

p(x, y)π(x) =
∑

x

p(y, x)π(y) = π(y)
∑

x

p(y, x) = π(y) (18)

so π is a stationary distribution of Xn. By Theorem 2.2 this stationary distribution is unique so it
must be the limiting distribution.

For our first constraint, we stipulate that the transition matrix P is of the form

Pij = QijAij (19)

This is known as the Hastings class. The form of the transition matrix can be explained intuitively
as follows:

We imagine dividing the transition process into proposal and acceptance stages. When in
state i, the chain proposes a jump into state j with probability Qij. It then either accepts this
proposal and transitions to j (with probability Aij) or simply stays in its current state (with
probability 1 −Aij). From an implementation point of view, this division is very convenient, as it
allows the programmer to choose the proposal generating algorithm and then adjust the acceptance
probabilities to satisfy detailed balance.

The astute reader may have noticed that up to this point, we have implicitly assumed that the
target distribution π is fully specified, yet we motivated this discussion with examples where π is
known only up to a normalizing constant. We can easily rectify this by insisting that the acceptance
probabilities Aij are of the form

Aij =
σij

1 + Tij
(20)

where σij is an arbitrary symmetric matrix and

Tij =
π(i)Qij

π(j)Qji
(21)

The beauty of this choice for Aij is that it only requires knowledge of the ratio π(i)
π(j) , which is often

the case in practice.
Our remaining constraints ensure that P is actually a transition matrix and that it is both

irreducible and aperiodic. Transition probabilities must be positive and less than one. A sufficient
condition for 0 ≤ Pij ≤ 1 is

σij ≤ 1 + min{Tij , Tji} (22)
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Irreducibility is satisfied if for any i, j there exists a series of intermediate states k1, . . . , kn such
that

Qik1, Qk1k2, . . . , Qknj > 0 , Aik1, Ak1k2 , . . . , Aknj > 0 (23)

In other words, P is irreducible if there is some path between any two states. P is aperiodic if
there is some pair i, j such that

Qij > 0 , Aij < 1 (24)

This essentially completes the problem. As we will show in the following theorem, any chain
satisfying the four constraints outlined above will converge to the desired limiting distribution.

Theorem 3.1 (Markov Chain Monte Carlo). Let π be a probability distribution on a finite state
space E and let f : E → R satisfy E|f | <∞. If Xn is an HMC on E with transition matrix P that
satisfies Eqs. (19)-(24), then π is the limiting distribution of Xn and

lim
n→∞

1

n

n−1
∑

k=0

f(Xk) = Ef (25)

Proof. The condition in Eq. (22) guarantees that P is a properly normalized transition matrix.
Furthermore, it is clearly independent of n, so it satisfies the homogeneity property. This ensures
that Xn is a well-defined HMC. Eqs. (23) and (24) imply that Xn is irreducible and aperiodic, so
we merely have to check that π and P satisfy the detailed balance condition and Thm 2.2 and Eq.
(18) imply the limiting result. Note that the expression

π(i)Pij = π(i)Qij
σij

1 +
π(i)Qij

π(j)Qji

= σij
π(i)π(j)QijQji

π(i)Qij + π(j)Qji
(26)

is completely symmetric in the labels i and j, so we can exchange them and obtain the same
expression. Thus, detailed balance is satisfied and π is the limiting distribution of Xn.

Example 3.1 (Metropolis-Hastings Algorithm). Let σij = 1 + min{Tij , Tji}. Then the acceptance
probabilities are given by

Aij = min

{

1,
π(j)Qji

π(i)Qij

}

(27)

This is known as the Metropolis-Hastings algorithm and is by far the most popular MCMC
algorithm in the Hastings class.

At this point, it is helpful to step back and appreciate the power of the technique we have
developed. Given any probability distribution π we can generate candidate transitions with any2

proposal probabilities Qij and as long as we set the acceptance probabilities according to Eq. (27),
our Markov chain will converge to π.

The proposal probabilities are often chosen to be symmetric, in which case

Aij = min

{

1,
π(j)

π(i)

}

(28)

In other words, the chain always accepts the transition if the new state has a higher probability
than the current state, but it also accepts “unfavorable” transitions with probability equal to the
relative probabilities of the two states. This qualitative similarity to hill-climbing algorithms will
come up again in our discussion of simulated annealing.

2Subject to the constraints in Eqs. (23) and (24), of course.
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Practical Implementation

We must take care to remember that Theorem 3.1 only claims that our chain converges to π in the
limit that n → ∞. Of course, no simulation algorithm can wait for infinite time, so we normally
choose some large number of steps N and hope the chain converges reasonably quickly in this time
frame. This raises a host of additional difficulties, for while we proved that all chains satisfying
the requirements eventually converge, some choices of Qij and Aij lead to much faster (or much
slower) convergence times.

To complicate matters even further, a finite running time means that the initial condition of the
chain might have some effect on the sampled probability distribution. We try to remedy this by
defining a burn-in period comprising the first d steps of the chain with the hope that the transient
effects of the initial conditions are only present during this time period. Thus, by restricting our
samples to the time range {d, . . . ,N − 1}, we hope to gain a more accurate picture of the limiting
distribution. Our actual estimates for π(x) and Ef are then given by

π̂(x) =
1

N − d

N−1
∑

k=d

1Xk=x , µ̂f =
1

N − d

N−1
∑

k=d

f(Xk) (29)

We end the section with an application of the MCMC algorithm to the posterior probability
problem3 mentioned at the beginning of the paper.

Example 3.2 (MCMC for Bayesian Inference). In this case, our limiting distribution is just the
posterior probability

π(θ) = P (θ|x) =
P (x|θ)P (θ)

P (x)
=

P (x|θ)P (θ)
∫

P (x|θ)P (θ)dθ
(30)

If we assume that the prior probabilities P (θ) are easy to draw samples from, we set

Qij = P (θj) (31)

Then our acceptance probabilities are just

Aij = min

{

1,
π(j)Qji

π(i)Qij

}

= min

{

1,
P (x|θj)

P (x|θi)

}

(32)

So we automatically accept the transition if the new parameter value makes the likelihood L(θ) =
P (X|θ) greater than the old parameter.

To make things more concrete, suppose we have m data points generated from a Poisson dis-
tribution with mean θ0. Then L(θ) is just

L(θ) =

m
∏

i=1

θxi

xi!
e−θ (33)

Suppose that we choose to model this parameter with a 5Beta(2.5, 2.5) prior distribution.4 The
normalization integral in this case is not impossible, but still quite hard to evaluate in closed form.
Thus, we try our MCMC technique. Figure 1 shows the results of an MCMC simulation with
n = 10, 000 steps, using m = 250 data points generated with θ0 = 2. Note that the chain converges
to the posterior distribution very quickly, although one can still make out part of the transient
behavior at the beginning of the sample average.

3To make the example easier, we must break the rule we established at the beginning of this section and use an
infinite state space.

4This distribution yields nonzero probabilities in the range [0,5] with a mean of 2.5.
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Figure 1: a.) A histogram representing our estimate of the posterior using our MCMC samples for
n = 10, 000 time steps. b.) The sample average parameter as a function of time.

4 Simulated Annealing

It turns out that our MCMC algorithm – which was designed in order to sample a complicated
probability distribution π – has deep connections to the equally difficult problem of function max-
imization.

Let E be some finite (but possibly quite large) set and consider some scalar function f : E → R

that we wish to maximize. This is one case where an infinite state space is actually easier than
one that is finite. If E was some connected subset of R and f was differentiable, we could find the
local extrema by setting

df

dx
= 0 (34)

It is then a simple matter of comparing these local optima to find the global maximum. Unfor-
tunately, when E is finite no such method exists, save for checking every single point in E. One
could imagine that this becomes quite difficult when |E| is on the order of 1080!

Using the MCMC method outlined above, we can construct a Markov chain whose limiting
distribution is

πT (x) =
ef(x)/T

∑

y e
f(y)/T

(35)

This limiting distribution concentrates most of its probability near the maxima of f , and the degree
of concentration becomes more pronounced for smaller T .

Distributions of this form occur quite often in statistical physics, in which case the function
f(x) = −E(x) is the energy of the system and T corresponds to the temperature. It is well
known that as a system (such as a block of metal) is very slowly cooled down to T = 0 (a process
called annealing) it settles into its lowest energy state E0. This state is the global minimum of
E(x), which happens to be the global maximum of f(x) = −E(x).

Exploiting this analogy, we will show that in the limit that T → 0 we have

lim
T→0

πT (x) = π0 =

{

|H|−1 : if x ∈ H

0 : else
(36)

where
H = {x : x ∈ E and ∀y ∈ E, f(x) ≥ f(y)} (37)
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is the set of global maxima of f .

Proof. Let m = max{f(x) : x ∈ E}. Then we can multiply πT by e−m/T

e−m/T and obtain

πT (x) =
e(f(x)−m)/T

∑

y e
(f(y)−m)/T

(38)

Note that limT→0
f(x)−m

T is equal to −∞ if f(x) < m and 0 if f(x) = m. Our result follows.

In other words, samples from this limiting distribution are exactly the global maxima of f ! This
yields the following intuitive maximization algorithm:

(1) Construct a Markov chain with transition probabilities of the form Pij = QijAij where the
candidate generating matrix Qij is symmetric and the acceptance probabilities are given by
a Metropolis-Hastings algorithm:

Aij = min

{

1,
π(j)

π(i)

}

= min

{

1, e
f(xj )−f(xi)

T

}

(39)

(2) Run this Markov chain for an infinite amount of time and obtain the stationary distribution
πT .

(3) Pick a new temperature T ′ < T and run the Markov chain again to obtain a new stationary
distribution πT ′ .

(4) Repeat step 3 an infinite number of times to obtain the limiting distribution π0, which yields
the maxima of f .

Practical Implementation

Of course, the idea of running an infinite series of Markov chains each for an infinite amount of time
is ridiculous. If the problem of one infinity (n→ ∞) in the MCMC algorithm was bad enough, the
presence of multiple infinities makes matters even more difficult. Instead, we often define a cooling
schedule T (n) such that the temperature at step n of the chain is given by T (n). Unfortunately,
this introduces n dependence into our transition matrix P, which spoils the homogeneity property.
There is a corresponding theory of convergence for nonhomogeneous Markov chains which we
will not mention here, and it can be shown (see [1] for more details) that the nonhomogeneous
chain still converges to π0 as n→ ∞ if the cooling schedule satisfies

T (n) ≥
C

log n
(40)

for some constant C. However, this cooling schedule is prohibitively slow and is often ignored in
practice. Instead, researchers often choose a geometric cooling schedule

T (n) = T0

(

1

2

)n

(41)

which converges to zero much faster than the logarithmic schedule listed above, but opens up the
possibility that the chain could become “trapped” in a local maximum of f .
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5 Conclusion

This simple application of Markov chains is an immensely powerful tool in cases where analytical
solutions are simply too difficult or impossible to obtain. Whether one is trying to sample from
a partially determined distribution or maximizing some discrete function, the MCMC algorithms
(and their Simulated Annealing cousin) allow us to quickly obtain a numerical answer that is
often surprisingly accurate. The large degree of freedom in choosing proposal probabilities makes
this algorithm extremely easy to implement (the program for the Bayesian example was written
in about 20 minutes with about half a page of code), so it can be applied to a wide variety of
problems with little modification. Of course, we mostly avoided the tricky implementation details
to ensure fast convergence times, and there are hundreds of books and papers dedicated to this
single topic. Nevertheless, the basic theory is surprisingly simple, and the power of the technique
should be enough to convince any researcher that the MCMC algorithm is a valuable addition to
their toolbox.
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