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Principle of Maximum Information Entropy

Consider the following problem: we have a number of mutually exclusive outcomes {Ai} and we
wish to specify a probability distribution pi over these outcomes. We lack the proper information
to completely determine this probability distribution, so we wish to assign probabilities in the most
non-committal way while still incorporating any additional information we might have. E.T. Jaynes
proposed choosing the pi in such a way as to maximize the information entropy

SI =
∑

i

pi log pi (1)

subject to normalization and any other given constraints [1]. Additional constraints often involve
fixing the average values of some set of functions∑

i

pifj(xi) = 〈fj(x)〉 , j = 1, ..., N (2)

To incorporate these constraints, we introduce Lagrange multipliers µj (one for each constraint)
and set

∂

∂pi

SI + λ

(∑
i

pi − 1

)
+
∑

j

µj

(∑
i

pifj(xi)− 〈fj〉

) = 0 (3)

which yields the solution

pi = e−λ−
∑

j µjf(xi) =
1
Z

e−
∑

j µjf(xi) (4)

where Z is just a normalization constant. In principle, the µj can be determined by substituting
into the remaining constraint equations.

Although Jaynes gave no deductive proof of the correctness of his method, the principle of
Maximum Information Entropy (MaxEnt) can be confirmed experimentally in areas quite removed
from statistical mechanics. For example, consider a sample of n independent dice-rolls where we
are told the average is 4. We week the probability distribution for the individual dice-rolls under
this constraint. Clearly, we know it is not 1

6 because then the average would be 3.5. MaxEnt allows
us to calculate such a probability distribution. If we simulate a large number of n-roll samples
and remove those sequences whose average is not equal to 4, the resulting frequency distribution
goes over to the MaxEnt distribution in the limit that n → ∞ (as predicted by the law of large
numbers). This simple experiment offers powerful proof of the far-reaching validity of the MaxEnt
principle, despite the fact that theoretical justifications for its use are hard to come by.

Application to Equilibrium Statistical Mechanics

The application of the MaxEnt principle to equilibrium statistical mechanics is a relatively straight-
forward exercise (as we’ll see in the next section), but it involves a slight change of viewpoint in the
interpretation. Thus, it will help to review the “traditional” interpretive framework of statistical
mechanics.
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The Central Dogma

In the traditional approach to statistical mechanics, we assume that some sort of ergodic hypoth-
esis holds [2]. By ergodic, we mean that the system is continually moving through all allowable
states at such a rapid rate that the entire phase space (or at least the majority of it) is sampled in
the time it takes to make a measurement. This has two implications:

(1) If MF is a measurement of some observable F taken during the time interval τ , then

MF =
1
τ

∫ τ

0
F (t)dt (5)

In other words, measurements correspond to time averages

(2) For any macroscopic time interval τ , the system samples such a large part of the phase space
that

1
τ

∫ τ

0
F (t)dt ≈ 〈F 〉 (6)

In other words, time averages are equal to phase space averages.

We combine these two equations to obtain

MF ≈ 〈F 〉 (7)

This interpretation enables us connect the measurements we observe to the phase-space averages we
can calculate, and all of statistical mechanics follows. While this process has met with spectacular
success, the central assumption – the ergodic hypothesis – is notoriously hard to prove, and for
some systems seems absolutely false.

Statmech as Inference

E.T. Jaynes and his “subjectivist” school follow a different line of interpretation. To them, the
problem of statistical mechanics is a problem of inference. In any realistic system, the sheer number
of degrees of freedom makes the exact state and evolution of the system impossible to determine.
However, the successes of thermodynamics and Newtonian mechanics suggest that in some cases
information about a small number of degrees of freedom allow us to make rather definite predictions
about the large scale behavior of the system. The subjectivist school asks the following question:
given information about a small number of macroscopic parameters, what is the “best guess” we
can make about the state of the system?

We have to clarify what we mean by “best guess”, however. If we want a point estimate of a
quantity F , we seek a number f that minimizes the mean-squared error

〈(F − f)2〉 (8)

The solution of this simple estimation problem is just f = 〈F 〉. Thus, to a subjectivist, the reason
we calculate phase averages is not that they are connected to time averages but because they are
the “best estimate” of the actual quantity [3].

Jaynes takes this estimation problem one step further with the MaxEnt procedure. Instead of
providing a single point estimate, the MaxEnt method yields the “best-estimate” of a probability
distribution given the available information. The interesting systems therefore, are just those where
information about some small number of degrees of freedom yields relatively definite predictions,
because these are the ones that can be tested and confirmed in the laboratory [4].
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The Grand Canonical Distribution

We now apply the Jaynes formalism to a common equilibrium system. Consider a system of volume
V that is free to exchange energy and particles with the environment. If we assume the system
is at equilibrium, the average value of the energy and particle number (at any time) is enough
to characterize the macroscopic behavior of the system for all time. Thus, we have the following
constraints:

(i) Normalization:
∑

i pi = 1

(ii) Average energy:
∑

i piEi = 〈E〉

(iii) Average particle number:
∑

i pini = 〈n〉.

Maximizing SI subject to these constraints yields the distribution

pi = e−λ−λ1Ei−λ2ni =
1
Z

e−λ1Ei−λ2ni (9)

We can identify λ1 and λ2 with the temperature T and chemical potential µ:

λ1 =
1

kT
, λ2 =

−µ

kT
(10)

which yields the Gibbs distribution:

pi =
1
Z

e−(Ei−µni)/kT (11)

This is exactly the same distribution we obtain using the ergodic hypothesis and the traditional
framework of statistical mechanics! Jaynes believes this equivalence is a result of the fact that

. . . there is nothing in the general laws of motion that can provide us with any ad-
ditional information about the state of a system in equilibrium beyond what we have
obtained from measurement [4].

In other words, statistics rather than mechanics dominates the behavior of equilibrium systems, a
fact we have encountered many times throughout this course!

Application to Nonequilibrium Statistical Mechanics

The Jaynes formalism has the added benefit that it naturally generalizes to the nonequilibrium
case. Whereas the traditional approach fails as soon as ergodicity is lost, MaxEnt works in exactly
the same way. A general nonequilibrium “state” is not a single stationary state as in the equilibrium
case but rather a “path” through state space. Thus, we seek the probabilities pΓ of the system
evolving according to a particular path Γ.

Our known information (apart from normalization) still consists of average values of observables,
but we must now keep track of the time at which the measurements are made:∑

Γ

pΓfj(xΓ(tk), tk) = 〈fj(x, tk)〉 , j = 1, . . . , N , k = 1, . . . ,M (12)

Maximizing SI subject to these constraints yields the distribution

pΓ = e−λ−
∑

j

∑
k µjkf(xΓ(tk),tk) =

1
Z

e−
∑

j

∑
k µjkf(xΓ(tk),tk) (13)
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If we take M → ∞ and ∆t → 0 (to simulate a continuum of measurements), the Lagrange multi-
pliers µjk become functions µj(t) and we obtain

pΓ =
1
Z

e−
∑

j

∫
µj(t)f(xΓ(t),t)dt (14)

Application: Derivation of the Steady-State Fluctuation Theorem1

Consider a steady-state nonequilibrium system of volume V and boundary Ω. Even though the
system is in a steady state, it is not in equilibrium because steady currents of energy and particles
are being driven through the system.2 Let the internal energy density be given by u(x, t), mass
density by ρ(x, t), and energy and mass flux densities by Ju(x, t) and Jm(x, t), respectively. Let
J⊥u (x, t) and J⊥m(x, t) denote the flux densities on the boundary.

Since we are considering a steady-state nonequilibrium system, the initial conditions 〈u(x, 0)〉,
〈ρ(x, 0)〉 and the time averaged boundary fluxes 〈J⊥u (x, t)〉, 〈J⊥m(x, t)〉 completely determine the
macroscopic behavior of the system. Including normalization and local energy and mass conserva-
tion, we have the following constraints:

(i) Normalization: ∑
Γ

pΓ = 1 (15)

(ii) Initial Conditions: ∑
Γ

pΓu(x, 0)Γ = 〈u(x, 0)〉 ,
∑
Γ

pΓρ(x, 0)Γ = 〈ρ(x, 0)〉 (16)

(iii) External Fluxes: ∑
Γ

pΓJ⊥u (x)Γ = 〈J⊥u (x)〉 ,
∑
Γ

pΓJ⊥m(x)Γ = 〈J⊥m(x)〉 (17)

(iv) Conservation Laws:

∂u(x, t)
∂t

+∇ · Ju(x, t) = 0 ,
∂ρ(x, t)

∂t
+∇ · Jm(x, t) = 0 (18)

Maximizing SI with respect to these constraints yields the distribution

pΓ =
1
Z

eA(Γ) (19)

where A(Γ) is the path “action” defined by

A(Γ) =
∫

V
λu(x)u(x, 0)Γ + λm(x)ρ(x, 0)Γ +

∫
Ω

µu(x)J⊥u (x)Γ + µm(x)J⊥m(x)Γ (20)

1This derivation parallels the argument given in Dewar [5].
2It is true that energy and particles are also exchanged in the equilibrium Gibbs distribution, but the average flux

is zero.
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Now, the Lagrange multipliers λ and µ are not entirely independent, because they are connected
at the boundary by the conservation laws. To take this into account, note that we can expand the
initial conditions in the form

u(x, 0)Γ =
1
2

[u(x, 0)Γ + u(x, τ)Γ]− τ

2
∂u(x, t)Γ

∂t
(21)

We can then use the conservation laws to substitute for the time averaged derivative. This, in
effect, allows us to drop the surface integrals from the path action formula, leaving us with

A(Γ) =
1
2

∫
V

λu [u(x, 0)Γ + u(x, τ)Γ] + λm [ρ(x, 0)Γ + ρ(x, τ)Γ]

−τ

2

∫
V

Ju(x) · ∇λu + Jm(x) · ∇λm

To put this into a more recognizable form, note that we can relate the Lagrange multipliers to
a generalized temperature T (x) and generalized chemical potential µ(x) through the relations:

λu(x) =
1

kT (x)
, λm(x) =

−µ(x)
kT (x)

(22)

We also define the nonequilibrium Hamiltonian density H(x, t) = u−µρ. Then we can rewrite
the above equation in the form

A(Γ) = −1
2

∫
V

HΓ(0) +HΓ(τ)

kT
+

τσΓ

2k
(23)

where σΓ is the time-averaged entropy production rate along Γ, given by

σΓ =
∫

V

(
Ju(x) · ∇

(
1
T

)
+ Ju(x) · ∇

(
−µ

T

))
(24)

The Role of Time Symmetry

Because Newton’s laws are time-symmetric, for every path Γ there exists a time-reversed path ΓR

that follows the same trajectory but reverses the direction of time. This implies that all velocities
and fluxes must change sign as well.

We now seek the probability pΓR
of observing the time reversed path. The first term in the

path action is symmetric with respect to time reversals because ΓR(0) = Γ(τ) and ΓR(τ) = Γ(0),
so it is unchanged. The entropy production on the other hand, is linear in the fluxes, so it must be
anti-symmetric under time reversal. Thus,

A(ΓR) = −1
2

∫
V

HΓR(0) +HΓR(τ)

kT
+

τσΓR

2k
= −1

2

∫
V

HΓ(0) +HΓ(τ)

kT
− τσΓ

2k
(25)

so the ratio of the probabilities is simply

pΓ

pΓR

= e
τσΓ

k (26)

If we look at the probability of observing a time averaged entropy production rate of σ = A, then

P (σ = A) =
∑
Γ

δ(σΓ −A)pΓ (27)
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and we obtain
P (σ = A)

P (σ = −A)
= eτA/k (28)

This is the famous Evans-Searles Fluctuation Theorem (FT) [6]. Discovered in the early
1990’s, this simple relation gives a quantitative version of the Second Law of Thermodynamics,
which states that

σ ≥ 0 (29)

In other words, entropy is a strictly increasing function. Boltzmann himself had reservations about
the definite character of the second law and envisioned a probabilistic version where occasional
violations of the second law were permitted as long as the macroscopic entropy increased on the
average. Indeed, with a little algebra, one can show that the Fluctuation Theorem implies that

Figure 1: A sample system exhibiting the Fluctuation Theorem. The majority of the states in-
crease entropy, but there is a nonzero probability that the system actually “runs in reverse”, thus
destroying entropy in apparent contradiction with the second law. The Fluctuation Theorem helps
quantify this probability.

〈σ〉 ≥ 0 (30)

Furthermore, in the limit of large systems or long waiting times, the Fluctuation Theorem also
implies

P (σ = A)
P (σ = −A)

→∞ (31)

Thus, the Fluctuation Theorem reduces to the Second Law in the proper limits in addition to
quantifying the transition between probabilistic fluctuations for small systems and thermodynamic
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certainty for large systems. It can also be used to derive the near-equilibrium Green-Kubo relations
for linear transport theory. The Fluctuation Theorem has even been confirmed in the laboratory
through a series of clever experiments by Evans et al [7]!

Figure 2: (a) Logratihm of the ratio of number of trajectories in forward and reverse histogram
bins, log(Ni/NiR) vs the value of the average entropy production rate for that bin. The line of best
fit has slope of 0.98. (b) Demonstration of the Integrated FT.
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