
A Brief Introduction to Quantum Computing

Benjamin Good

May 2, 2007

Abstract

In the past 20 years, quantum computing has blossomed into a major area of research for
physicists and computer scientists all over the world, despite the fact that a viable quantum
computer remains elusive. In this paper, we introduce the basic theory of quantum computing,
beginning with qubits, one and two-qubit gates, and construct a universal set of quantum gates
from which any function can be created. We then explain in detail the algorithms of Deutsch
and Simon and show how the latter can be extended to the much more powerful period finding
algorithm of Peter Shor, which is one of the great triumphs of quantum computing. Finally,
we conclude our survey with a discussion of how one might create a quantum computer and an
overview of the problems that will be encountered along the way.



1 Introduction: Why A Quantum Computer?

The field of quantum computation is one of the newest branches of theoretical physics. Its emergence

in the early part of the 1980’s was inspired in part by a speech by Richard Feynman on the simulation

of quantum mechanical systems.

Nature isn’t classical...and if you want to make a simulation of Nature, you’d better

make it quantum mechanical, and by golly it’s a wonderful problem, because it doesn’t

look so easy.

– Richard P. Feynman1

Feynman was echoing the sentiments of an increasingly large group of physicists and chemists

interested in harnessing the power of modern computers to simulate the behavior of elementary

particles, atoms, and molecules. Systems containing more than a few particles are notoriously

difficult to solve. In most cases, a closed form solution does not exist at all, and one must resort

to numerical or computational techniques. However, in 1975 the Soviet scientist R. P. Poplavskii

published a paper showing that the superposition principle of quantum mechanics makes such

simulation inherently infeasible on a classical computer.2 This led Feynman and other physicists

to wonder whether a computer could exploit the physics of quantum mechanics to simulate these

systems in an efficient manner.

Meanwhile, another group of researchers were becoming interested in quantum computing in

connection with determining the most efficient computer permitted by the laws of physics. Much

progress had been made during the middle of the 20th century in the new field of information

theory, which (to the surprise of many) manages to connect the very abstract notion of information

to the laws of thermodynamics.† Since nature is ultimately based on quantum mechanics, we

would expect to be able to generalize the ideas of information theory to create a quantum notion

of information. We could then use the laws of quantum physics to arrive at the true limit for

computational efficiency.

Yet despite these interests, quantum computing did not gain the attention it currently enjoys

until the discovery of Shor’s factoring algorithm and Grover’s search algorithm in the mid 1990’s.
†For example, Landauer’s Principle states that the erasure of 1 bit of information leads to the release of kT ln 2

energy in heat.

2



Both of these algorithms have real world applications beyond quantum simulation, and both offer

a significant speed up over their classical analogues. For example, the most common method of

encryption used to secure financial transactions and secure communications over the Internet relies

on the classical infeasibility of factoring the product of two very large prime numbers. Shor’s

factoring algorithm would enable someone with a quantum computer to break the encryption

scheme in a very short amount of time — immediately grabbing the attention of organizations like

the NSA. This has led people to wonder whether a quantum computer could have other applications

that drastically outperform their classical counterparts.

Thus, whether we have physicists seeking to apply computer science to physics or computer

scientists seeking to apply physics to computer science, there is considerable interest in creating

some sort of computing device that can take advantage of the laws of quantum mechanics to perform

calculations, although we are still unsure whether this is even theoretically (let alone practically)

possible at all! The challenges posed are great, but the potential rewards could be enormous.

Even if we discover that quantum computing is fundamentally unrealizable, the knowledge gained

about the inner workings of quantum mechanics and its relation to information theory will greatly

enhance our understanding of the world we live in. The relative youth of this field makes it even

more exciting — there is a good chance that the next big breakthrough in quantum computation

could be made by one of us!

2 Prelude: Intrinsic Spin

In classical computing we deal with bits — objects that represent one of two possible values. We

typically denote them by the numbers 0 and 1. This could be physically realized as the presence or

absence of current in a wire, the orientation of a tiny magnetic dipole on a tape, or any other system

that has two clearly distinguishable states. Thus, we begin our discussion of quantum computing

by considering a common two-state quantum system, the intrinsic spin of a particle.

In quantum mechanics, the intrinsic spin of a particle is represented by the spin operator Sop.

Its projection along each axis is given by Sxop , Syop , and Szop , which are related by the commutation

relations
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[Sop
2, Siop , ] = 0 , (1)

[Szop , Syop ] = ih̄Sxop , (2)

[Szop , Sxop ] = ih̄Syop , (3)

[Sxop , Syop ] = ih̄Szop . (4)

Consider Szop . This operator has only two eigenvalues, +Sz and −Sz, with corresponding

eigenvectors χ+ and χ−. These eigenvectors are not continuous functions like the wave functions

we have been dealing with so far. Rather, they must be represented by two dimensional orthonormal

column vectors, which are conventionally set to

χ+ =

 1

0

 , χ− =

 0

1

 . (5)

A general spin state is given by a normalized superposition of these basis vectors

Ψ = aχ+ + bχ− , |a|2 + |b|2 = 1 . (6)

Because these eigenvectors form a basis, the operator itself can be represented by a 2x2 matrix

Szop = Sz

 1 0

0 −1

 . (7)

The commutation relations (1) through (4) can be used to deduce the forms of the other operators

Sxop = Sx

 0 1

1 0

 , Syop = Sy

 0 −i

i 0

 . (8)

Since we are free to choose any spatial axis as our z axis, we must have Sz = Sx = Sy. Each particle

generally has its own value for Sz. For electrons Sz = h̄/2.

We have seen that the electrons in the ground state of the helium atom must exist in the
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asymmetrical spin state

Ψ =
1√
2

(χ+(1)χ−(2)− χ−(1)χ+(2)) . (9)

This is an example of entanglement, which is extremely important in quantum computing. It is

a very interesting phenomenon, but for our purposes all we must know about entanglement is that

if we were to measure the state of the system, we could measure either χ+(1)χ−(2) or χ−(1)χ+(2).

This completely determines the spin of both electrons. We cannot speak about the spin of one

electron without having to mention the spin of the other.

Notational Differences

Most quantum computing resources make heavy use of Dirac notation, which means for our purposes

that will will use the “ket vectors” |+〉 and |−〉 in place of χ+ and χ− for the eigenvectors of Szop .

Yet we will mostly be discussing spin systems as they relate to quantum bits, so we will make the

additional notational changes |+〉 → |0〉 and |−〉 → |1〉 in order to emphasize that we are dealing

with a generalization of the classical bits, 0 and 1.

The state of the entangled system discussed above then becomes

|Ψ〉 =
1√
2

(|0〉|1〉 − |1〉|0〉) , (10)

which is often simplified to

|Ψ〉 =
1√
2

(|01〉 − |10〉) . (11)

Technically, a product such as |0〉|1〉 should be written as |0〉⊗ |1〉, where ⊗ is called the tensor

product. This distinction doesn’t matter much for state vectors, as there is no other interpretation

for the product |0〉|1〉, so we will use the two notations interchangeably. For operators the ordinary

product AB does have another valid meaning: first apply operator B to the state, then apply

operator A. Thus, there is a very big difference between using SzopSxop , which means “first apply

Sxop to the state, then apply Szop ,” and using Szop ⊗ Sxop , which means “apply Szop to the second

state while simultaneously applying Sxop to the first state.” We will make heavy use of this notation

when we reach the section on operators.
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3 Basic Theory

Classical computing is the theory of bits and the functions which act on them. By analogy, quantum

computing is the theory of quantum bits, or qubits, and their associated linear transformations. We

are particularly interested in leveraging those quantum behaviors that are hard to simulate on a

classical computer, namely superposition and interference. Since we find them so difficult to model

on a classical computer, our hope is that a calculation taking advantage of these phenomena might

be vastly more efficient than any classical method. By simulating the quantum behavior of all the

particles in the universe, Nature is effectively acting as the world’s largest and fastest computer.

The trick in quantum computation lies in making nature perform the hard parts of the calculation

for us, which it seems to be able to handle quite well. Although we focus mainly on systems of

spin in this paper, quantum computing is a very general theory that can utilize any two-state†

quantum mechanical system, of which intrinsic spin is just one example. Still, it may help to keep

intrinsic spin in mind throughout the following discussion in order to remember that deep down,

computation is very much a physical process and not just a mathematical formalism.

3.1 The Qubit

The basic unit of data in quantum computing is the qubit, which can take on the values |0〉 and

|1〉. Yet unlike classical bits, qubits can also be a normalized superposition of these basis vectors

|Ψ〉 = a|0〉+ b|1〉 , |a|2 + |b|2 = 1 . (12)

This superposition is what helps give quantum computing its power. A classical bit can only be in

one of two states, but a qubit can be in any of the twofold infinity of superposition states. However,

there is one slight catch. A measurement of this qubit will yield |0〉 with probability |a|2 and |1〉

with probability |b|2. After measurement, the state will irreversibly collapse into the basis state

corresponding to the outcome of the measurement, thereby destroying the superposition. There is

no way to measure all the terms in the superposition state, which means that later on we will have

to come up with clever ways to take advantage of this extra “storage space.”
†One might wonder whether we are confined to using two-state systems for quantum computing. The answer is

no, although it has been shown that a two-state system is roughly equivalent to any finite dimensional system in its
application to quantum computing.
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If we have two qubits whose states are given by |ψ1〉 = a0|0〉 + a1|1〉 and |ψ2〉 = b0|0〉 + b1|1〉,

the state of the whole system is then

|Ψ〉 = |ψ2〉 ⊗ |ψ1〉 (13)

|Ψ〉 = (b0|0〉+ b1|1〉)⊗ (a0|0〉+ a1|1〉) (14)

|Ψ〉 = a0b0|00〉+ a0b1|10〉+ a1b0|01〉+ a1b1|11〉 . (15)

However, not every two qubit system can be separated into a product of two single qubit states.

The general two qubit state has the form

|Ψ〉 = a|00〉+ b|01〉+ c|10〉+ d|11〉 , |a|2 + |b|2 + |c|2 + |d|2 = 1 , (16)

which can only be written as a product of two single qubit states if ad = cd. This gives us a much

more concrete definition of the entanglement phenomenon that we mentioned before: An entangled

state is a multi-qubit state that cannot be separated into a product of single qubits.

In discussing a state with n qubits — often referred to as an n qubit register — it is helpful to

introduce the notation |x〉n to denote the basis state representing the n-bit binary expansion of x.

So for example, we would write |1011〉 as |11〉4. Thus, a general n qubit register has the state

|Ψ〉 =
2n−1∑
x=1

cx|x〉n ,
2n−1∑
x=1

|cx|2 = 1 . (17)

3.2 1 Qubit Operators

Whereas qubits are the standard unit of data in quantum computing, operations on a set of qubits

are represented by linear operators. Like the spin operator Szop we discussed in §2, the action of

any such operator on an arbitrary qubit is completely determined by its action on the basis vectors,

|0〉 and |1〉. Thus, any conceivable single qubit operator can be represented by a 2x2 matrix.

You may already be familiar with the logic gates of classical computing — NOT, OR, AND,

and XOR. These functions form what is called a universal set. This means that any calculation at

all can be performed by a suitable combination of these four functions. Our goal in studying these

simple one and two qubit operators is to try to find a universal set of “quantum gates,” perhaps
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by generalizing the classical ones.

Let us consider NOT, the only non-trivial 1 bit classical gate. NOT simply returns the comple-

ment of its input bit: NOT 0 → 1 and NOT 1 → 0. We can generalize this to obtain a quantum

version of NOT, which we shall call X. This operator has the properties

X|0〉 = |1〉 , X|1〉 = |0〉 (18)

and can be written in matrix form as

X =

 0 1

1 0

 . (19)

Note the similarity to the Sxop from §2. While this quantum version of NOT emulates all the features

of its classical counterpart, it is more general in that it can operate on an arbitrary superposition

of |0〉 and |1〉.

An extremely important operator in the theory of quantum computing is the Hadamard gate,

conventionally denoted by H†. The Hadamard is defined by

H|0〉 =
1√
2

(|0〉+ |1〉) , H|1〉 =
1√
2

(|0〉 − |1〉) (20)

and can be written in matrix form as

H =

 1 1

1 −1

 . (21)

Unlike X, this operator has no classical analogue, as superposition doesn’t even make sense with

classical bits. Nevertheless, the Hadamard operator will play a crucial part in the algorithms we

discuss later.

As a final example, we introduce the family of operators collectively known as the phase oper-

ators φ, which are defined by

φ|0〉 = |0〉 , φ|1〉 = eiφ|1〉 (22)

†Not to be confused with the Hamiltonian, which we will denote by H when needed.
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and whose matrix forms are

φ =

 1 0

0 eiφ

 . (23)

So far we have only given three examples of one qubit operators. While the first was a general-

ization of a classical logic gate, we presented the latter two without much motivation or justification

for their suitability as quantum gates. One might wonder what criteria determine whether a given

2x2 matrix is a valid one qubit operator. It turns out that any unitary† 2x2 matrix is a suitable

one qubit transformation. It is easy to see why this must be the case. Unitary matrices have the

property that they preserve the normalization of the states they operate on, which is necessary to

prevent generating probabilities greater than 1. These matrices have the additional property that

they are always invertible. Thus, any operation on a qubit can be reversed by applying the inverse

operation to the result.

Yet we were not completely without purpose in introducing the Hadamard and phase gates in

the above paragraphs. It turns out that one can construct an arbitrary one qubit gate using only

combinations of the Hadamard and phase operators.3 Thus, our goal of determining a universal set

of quantum gates is partially completed. However, to construct an arbitrary n qubit operation, we

need to consider multi-qubit gates.

3.3 2 Qubit Operators

As an extension of the one qubit operators, two qubit operators are those 4x4 unitary matrices

that operate on the basis states |00〉, |01〉, |10〉, and |11〉. Of course, trivial two qubit gates can be

constructed by taking the tensor product of two single qubit operators:

U = X ⊗H . (24)

The operator U is defined to simultaneously apply a Hadamard to the first qubit and quantum

NOT to the second qubit. In this way, we can construct a multi-qubit operator that applies a one

qubit gate only to a particular qubit by taking the tensor product of the desired gate with the
†A unitary matrix is one such that UU∗ = 1, where U∗ is the conjugate transpose of U . These are referred to as

isomorphisms in some linear algebra texts.
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identity operator:

H3 = I ⊗H ⊗ I ⊗ I . (25)

Yet while this technique is very powerful, it doesn’t exploit the full potential of the strange

effects of quantum mechanics. In particular, we have so far failed to involve entanglement. Clearly,

operating on a two qubit state with the tensor product of two single qubit operators will always

produce a final state that can be written as the product of two qubits because the action on each

qubit has no dependence on the other qubits. To generate entangled states, we need a two qubit

operator whose action on one qubit depends on the value of the other qubit. Such an operator is

the controlled NOT gate†, denoted by C, which acts as the identity if the second qubit is |0〉 and

applies a quantum NOT gate to the first qubit if the second qubit is |1〉. Thus, its action on the

basis states is

C|00〉 = |00〉 , C|01〉 = |01〉 , C|10〉 = |11〉 , C|11〉 = |10〉 , (26)

and C can be written in matrix form as

C =



1 0 0 0

0 1 0 0

0 0 0 1

0 0 1 0


. (27)

We can easily show that this operator generates an entangled state. If we start with an input

state given by |Ψ〉 = |ψ1〉|ψ2〉 = (a|0〉+ b|1〉)|0〉 and apply the controlled NOT gate to it, we obtain

C|Ψ〉 = a|00〉+ b|11〉 , (28)

which cannot be separated into a product of two single qubit states.

Furthermore, the controlled NOT operation is the only two qubit operation that we need to dis-

cuss. It turns out that any unitary transformation acting on an n qubit register can be constructed
†This is sometimes regarded as the quantum analogue of the classical XOR gate, although the differences between

the two are still quite dramatic. Since XOR is an inherently irreversible operation, a true quantum analogue is
impossible to construct because it would not be unitary.
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out of certain combination of controlled NOT, Hadamard, and phase gates.4 In other words, we

have found our universal set of quantum gates.

Interestingly enough, we can obtain another universal set of quantum gates by replacing con-

trolled NOT with almost any other two qubit gate that can produce entanglement.5,6 The fact

that entanglement seems to be required for a universal set underscores its importance in the field of

quantum computation. Unfortunately, it is also perhaps its greatest weakness. The present-day dif-

ficulty in generating entangled states and protecting them from potentially fatal interference from

the outside world is one of the major stumbling blocks in realizing a practical quantum computer.

3.4 Evaluating an Arbitrary Function

We would ultimately like to use the theory of qubits and quantum logic gates developed in the

preceding sections to perform an arbitrary calculation using qubits. We will do this by constructing

a state in the form

|Ψ〉 = |x〉n|y〉m , (29)

where the |x〉n term is called the input register and the |y〉m term is called the output register. If

our calculation is represented by the function f(x) : {0, 1}n → {0, 1}m, then we seek a unitary

transformation Uf such that

Uf |Ψ〉 = Uf |x〉n|y〉m = |x〉n|y ⊕ f(x)〉m , (30)

where ⊕ is taken to be the bitwise sum modulo 2 of its two arguments. In other words, the ith

binary digit of c = a⊕ b is defined to be ci = ai + bi (mod 2). Although it seems arbitrary, ⊕ is

regarded as the standard way to add two bits together, both in classical and quantum computing.

The universality of the quantum gates we discussed before insures us that we can create (or

at least approximate) Uf by using a certain combination of these elementary operations. But this

does nothing to answer our original question. How can we take advantage of our theory of quantum

computing to perform a calculation in a fundamentally more efficient way than is possible with a

classical computer?

On our first approach, we might be tempted by an easy solution. If our input register is

11



a superposition of all the basis states (perhaps generated by applying the tensor product of n

Hadamard gates to the state |0〉n) and our output register is initially in the state |0〉m, then by

applying our unitary transformation we obtain

Uf

(
2n−1∑
x=1

1√
2n
|x〉n

)
|0〉m =

2n−1∑
x=1

1√
2n
|x〉n|f(x)〉m . (31)

This is truly remarkable, for it appears that we have calculated the value of f(x) for every

possible input by evaluating the function only once! In a certain sense, this is true. However,

to retrieve this information, we must first perform a measurement on the system, which has the

unfortunate consequence of telling us the value of f(x) for only one value of x before destroying

the superposition. This no better than a classical computer. In fact, it is slightly worse because

we do not even have control over which particular value of the input we will measure. Quantum

computing is not very effective at simply calculating the value of a function. Rather, its true power

rests in being able to determine something about the overall nature of f(x) (such as its period) in

a much more efficient way than a classical computer, often at the cost of losing any information

about the actual values of f(x). This trade-off is a reoccurring theme in quantum computation,

and the trick is to engineer this trade-off in such a way that we can take advantage of it.

4 Algorithms

Having finished our crash course introduction to the theory of quantum computing, we turn our

attention to its application. Specifically, we wish to use the theory to design algorithms to ac-

complish a certain computational task, such as factoring a large number or searching a database.

This is one area where the relative youth of quantum computing really begins to show, as only

a handful of these quantum algorithms have been invented so far. Inventing quantum algorithms

turns out to be an extremely difficult task because we lack a general way to engineer the trade-offs

in information that are characteristic of quantum computing. Instead, the current method has been

to approach each problem in its own particular manner. If quantum computing is to succeed as a

practical, real-world technology, this meager collection of algorithms must be expanded.
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4.1 Deutsch’s Problem

We begin by considering the first quantum algorithm, which was proposed by David Deutsch in

1985.7 Although Deutsch’s algorithm has an admittedly artificial feel, its simplicity lets us easily see

its advantages over the classical approach, even though these advantages are relatively meaningless

computationally.

Deutsch’s problem is set up as follows. We have a function f(x) which has an input and output

of only one bit. Clearly, there are only four possible forms for f(x), as the output for each value

of the input bit can be either 0 or 1. We are particularly interested in determining whether or not

f(x) is constant, i.e., whether f(0) = f(1). To perform this calculation on a classical computer,

we would have to evaluate this function twice, once to evaluate f(0) and once to evaluate f(1).

However, we will see that a quantum computer can perform this task by evaluating the function

only once!

To achieve this, we begin by preparing our input and output registers in the state |Ψ〉 = |0〉|0〉.

We then subject this state to the two-qubit operator X ⊗X followed by H ⊗H, which yields

|Ψ〉 = (H ⊗H)(X ⊗X)|0〉|0〉 =
1√
2

(|0〉 − |1〉) 1√
2

(|0〉 − |1〉)

=
1
2

(|00〉 − |10〉 − |01〉+ |11〉) .

We are now ready to apply our unitary transformation Uf to evaluate f(x):

Uf |Ψ〉 =
1
2

(|0〉|f(0)〉 − |1〉|f(1)〉 − |0〉|1⊕ f(0)〉+ |1〉|1⊕ f(1)〉) . (32)

But if f(0) = f(1), then 1⊕ f(0) = 1⊕ f(1), and we can write our output state as the product of

two single qubit states

1
2

(|0〉 − |1〉) (|f(0)〉 − |1⊕ f(0)〉) , f(0) = f(1) . (33)

If the opposite is true and f(0) 6= f(1), then f(1) = 1⊕ f(0) and f(0) = 1⊕ f(1), and our output
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state takes on the form

1
2

(|0〉+ |1〉) (|f(0)〉 − |1⊕ f(0)〉) , f(0) 6= f(1) . (34)

If we now apply a Hadamard operator to only the input register, i.e., apply the operator H ⊗ I, we

obtain the final state of

|Φ〉 =

 |1〉 1√
2
(|f(0)〉 − |1⊕ f(0)〉) , f(0) = f(1)

|0〉 1√
2
(|f(0)〉 − |1⊕ f(0)〉) , f(0) 6= f(1)

(35)

The algorithm is now finished. If we measure the input register, we obtain |1〉 if f(0) = f(1)

and |0〉 if f(0) 6= f(1). Furthermore, we accomplished this task having only evaluated Uf once,

as opposed to the two evaluations of f(x) required by the classical algorithm. Yet it must be

stressed that in a real world scenario, a speed-up of this degree is negligible. If we also consider

the time required to perform the various “housekeeping” operations (such as the the initial and

final Hadamard transforms), then the quantum algorithm could actually end up taking more time

to execute. So to obtain any sort of real world benefit, we must find an algorithm with a more

substantial speed-up.

4.2 Simon’s Problem

While just as artificial as Deutsch’s problem, Simon’s algorithm does have the advantage of actually

having a computational advantageous speed-up over the classical method. Again, we are interested

in determining something about the global nature of a function f(x). In Simon’s problem, f(x) is

a periodic function mapping n bits to n− 1 bits such that f(x) = f(y) if and only if y = x⊕ a Our

task is to find the period a. On a classical computer, this task can be accomplished with an average

of 2n/2 evaluations of f(x). We speak of an average because the classical method is nothing but

a glorified guess and check algorithm, so its runtime is not deterministic. If a has 100 bits, this

corresponds to evaluating f(x) 1015 times! The quantum algorithm we detail below is able to find

the period of f(x) with a very high probability in only n+ 20 = 120 evaluations.

We begin with the standard input and output registers |0〉n|0〉n−1 and apply the tensor product

of n Hadamard gates and n − 1 identity operators (denoted by H⊗n ⊗ I⊗(n−1)) followed by our
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unitary transformation Uf to obtain the equally weighted superposition of f(x) for each value of x:

2n−1∑
x=1

1√
2n
|x〉n|f(x)〉n−1 . (36)

If we measure only the output register, we learn the value of f(x) for a random input value xi.

However, since this function is periodic, we have no idea whether our value of f(x) corresponds to

xi or to xi ⊕ a. Thus, our input register is left in the state

1√
2
(|xi〉n + |xi ⊕ a〉n) . (37)

This next step is the pivotal one, which may look intimidating because of all the binary arithmetic

involved. Although tedious, it can be worked out relatively easily by the interested reader. We will

omit most of the details, as the algebra is not particularly enlightening. The trick is to apply the

H⊗n operator to this input register, thereby putting it in an equally weighted superposition state

of the all the binary numbers y such that a ·y = 0. † This gives us a linear equation relating all the

digits of a. If we repeat this process n times, we obtain a system of n equations relating the digits

of a, which we can solve to find a if they are all linearly independent. This may not necessarily be

the case if we only run the algorithm n times, but it can be shown that for n+ 20 repetitions, the

probability of having a linearly independent set of equations is extremely close to one.8

One can quickly see why such a dramatic speed up over the classical algorithm would be

desirable. At 10 million operations per second, a classical computer would take three years to

find a 100 bit period. A quantum computer executing only one instruction per week can still

determine a 100 bit period faster than an ordinary computer. Speed-ups such as this are what

make people excited about quantum computing. Our difficulty lies in finding an efficient quantum

algorithm for a more realistic problem, rather than the artificial constructions we have seen so far.

4.3 Shor’s Factoring Algorithm

It turns out that Simon’s algorithm is not quite as artificial as we might expect. In 1994, Peter Shor

published his algorithm, which is regarded as one of the major milestones in quantum computing.9

†The operation a · y is defined to be a type of binary analogue of the dot product, such that a · y = a0y0 ⊕ a1y1 ⊕
. . .⊕ anyn, where ai and yi are the ith binary digits of a and y.
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Shor’s algorithm is actually a modification of Simon’s algorithm to enable it to work for a function

f(x) that is periodic under ordinary addition

f(x) = f(x+ a) , (38)

rather than under bitwise addition modulo two. This algorithm enjoys its massive popularity

because it can crack the heavily used RSA encryption protocol in an exponentially shorter time

than a classical computer. We currently rely on RSA encryption to secure financial transactions,

ensure secure communications, encrypt passwords, and many other important activities. It has

been such a powerful encryption mechanism because it relies on the infeasibility of efficient period

finding on classical computers. With the advent of Shor’s algorithm, many interested parties like

DARPA and the NSA have been pouring money into quantum computing research. While it is a

shame that one of the biggest draws of quantum computing is such a negative one, it does prove

that quantum computing can have a dramatic, real-world advantage over a classical computer.

5 Implementation

We have dealt with quantum computing in a very general sense in this paper, focusing mainly

on unitary transformations and other mathematical aspects of finite dimensional vector spaces.

However, it must be emphasized that quantum computing is inherently a physical process rather

than a mathematical theory. Talking about quantum computing in this highly theoretical way can

fool us into thinking that implementing a quantum computer would be relatively easy, yet this is

far from the truth.

In our presentation of the theory, we emphasized the analogy to intrinsic spin systems. This is

just one of the many competing methods researchers are using to implement a quantum computer.

Other such methods include superconductor-based models, trapped ion devices, quantum optics

systems that manipulate polarization, and nuclear magnetic resonance (NMR) machines. Recent

speculation has centered on whether a system of Bose-Einstein condensates could also be a good

candidate.

The success of these methods hinges on their ability to implement the unitary quantum gates
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we discussed in §3. Our desire for unitary gates is a fortunate one, for the time development of a

quantum mechanical system is always given by a unitary operator of the form

U = eiHt/h̄ , (39)

where H is the Hamiltonian of the system. We have seen this in class when we added the factor

eiEt/h̄ to the energy eigenfunctions of the Hamiltonian to obtain the time-dependent wavefunctions.

Thus, our problem is reduced to finding the appropriate Hamiltonian and the desired time duration

required to generate a particular unitary transformation. For systems of intrinsic spin, we can

expose the particles to a pulse of electromagnetic radiation for a very precise amount of time in

order to modify the spins in such a way as to generate a Hadamard transform or a controlled NOT

gate.

While this method is theoretically possible in most cases, in practice it can be extremely hard

to implement in the laboratory. Furthermore, it is at this point that we must begin to think about

quantum error correction. The time t in eq. (39) is an exact value. No measuring device, no matter

how precise, will be able to match this time exactly. This means that our unitary transformation

will be slightly different from the one we desired, and our qubit will evolve in a slightly different

way. If we do not correct for this small error, our qubit can quickly evolve into a state that is

useless for our calculation.

Unfortunately, while error correction on a classical computer is quite easy, quantum error correc-

tion is a hard task. This stems from the fact that we are trying to take advantage of superposition,

and it is impossible for us to ever know the complete state of a system in superposition. Any

measurement we perform on such a state will yield a randomly chosen basis state before causing

the superposition to collapse. We could potentially alleviate this problem by creating a copy of

our original state before performing a measurement, but a famous result known as the No-Cloning

Theorem shows that this is impossible for an arbitrary superposition.10

For many years, the grim outlook for error correction convinced many researchers that quantum

computing was fundamentally unrealizable. However, in recent years clever methods of error cor-

rection have been developed which help alleviate this problem through the use of redundant qubits.

While this decreases the efficiency somewhat, most researchers agree that quantum computers will
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still maintain their advantage over classical methods despite having to use these extra qubits.

A much bigger problem is decoherence, in which the surrounding environment effectively makes

a measurement on a particular qubit during processing. This destroys the precious superposition

state and ruins the calculation. As the number of qubits in a quantum computer grows, it becomes

harder and harder to protect these qubits from decoherence effects. For this reason, quantum

computers will likely never become desktop appliances because they will need a massive layer of

protection to seal them from the outside environment.

Even in high-end research environments, decoherence is a formidable obstacle. This is one

of the major barriers in implementing a quantum computer, which is why the most advanced

demonstration of quantum computing has been a seven qubit computer that can factor the number

15.11 While this helps confirm the correctness of our theory, it makes it painfully obvious that

quantum computing still has a long way to go.

6 Conclusion: Within Our Grasp?

Since its invention, quantum computing has always been one of those technologies that is “5 years

away.” The fact that this pronouncement has been thrown around since 1982 should discourage us

from supposing that quantum computing will be available for commercial purposes any time soon.

We have seen that the basic theory behind this field is a relatively straightforward application of

linear algebra and finite dimensional quantum systems, but actually capitalizing on this theory

has proven deceptively tricky. Much work still remains to be done both in the invention of new

algorithms that take advantage of quantum effects as well as in the extremely challenging task

of implementing a scalable, robust quantum computer capable of carrying out these algorithms.

Perhaps this technology is fundamentally beyond our grasp, but my opinion is that with enough

attention and ingenuity, quantum computing will eventually take its place among the other wonders

of the technological revolution.
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